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3DGS is important
We made rendering faster

Without changing the output.



In this talk...

1. How much faster?
2. How did we know we could do that?

3. What did we do?
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Faster rendering FPS
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Bit-identical output!
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Blend stage takes a while

Preprocess Sort  Distribute

Render pipeline runtime >



Faster-GS’s blend kernel

16 x 16 thread block Stage 1: Stage 2:
Is assigned 16 x 16 threads Each thread
16 x 16 pixel tile collaboratively fetch renders 1 pixel

256 splats from DRAM  using fetched splats

Thread Block
Shared Memory

GPU DRAM



Faster-GS’s blend kernel

16 x 16 thread block
IS assigned to
16 x 16 pixel tile
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Faster-GS’s blend kernel

Stage 1:
16 x 16 threads
collaboratively fetch
256 splats from DRAM

Thread Block
Shared Memory

GPU DRAM
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Faster-GS’s blend kernel

Stage 2:
Each thread
renders 1 pixel
using fetched splats




Faster-GS’s blend kernel

16 x 16 thread block Stage 1: Stage 2:
IS assigned to 16 x 16 threads Each thread
16 x 16 pixel tile collaboratively fetch renders 1 pixel

256 splats from DRAM  using fetched splats

Processed,
but no contribution to pixel,
SO rejected.

GPU DRAM
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Peak theoretical throughput

Duration=

Memory load (TB) +Floating point operations

Memory throughput (TB/s) FLOPS (TFLOPS)
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Peak theoretical throughput

Duration=

Counting / Profiling

4/\

Memory load (TB) +Floating point operations

Memory throughput (TB/s) FLOPS (TFLOPS)

Spec sheets



Peak theoretical throughput

Duration = Memory load (TB) +Floating point operations
Memory throughput (TB/s) FLOPS (TFLOPS)
Thread Block ‘ ‘
Shared Memory
Stage 1: Stage 2:
16 x 16 threads Each thread
collaboratively fetch renders 1 pixel

GPU DRAM 256 splats from DRAM  using the fetched splats
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Blend kernel has >2x less throughput than theoretical
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Three optimizations

1. Warp-level culling.
2. Adjusted render batch size.

3. Rearrange data in shared memory.
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Faster-GS’s blend kernel

16 x 16 thread block Stage 1: Stage 2:
IS assigned to 16 x 16 threads Each thread
16 x 16 pixel tile collaboratively fetch renders 1 pixel

256 splats from DRAM  using fetched splats

Thread Block
Shared Memory

GPU DRAM



Warp-level culling

Stage 1.: Stage 1.5: Stage 2:
32-thread warp 16 x 16 threads 32 threads Each thread
IS assigned to collaboratively fetch collaboratively hit-test  renders 1 pixel
4 x 8 pixel sub-tile 256 splats from DRAM 32 splats from SM using hit splats

Thread Block
Shared Memory

GPU DRAM
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32-thread warp
IS assigned to
4 x 8 pixel sub-tile
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Warp-level culling

Stage 1.:
16 x 16 threads
collaboratively fetch
256 splats from DRAM

Thread Block
Shared Memory

GPU DRAM
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Warp-level culling

Stage 1.5:
32 threads
collaboratively hit-test
32 splats from SM
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Warp-level culling

Stage 2:
Each thread
renders 1 pixel
using hit splats




Warp-level culling

Stage 1.: Stage 1.5: Stage 2:
32-thread warp 16 x 16 threads 32 threads Each thread
IS assigned to collaboratively fetch collaboratively hit-test  renders 1 pixel
4 x 8 pixel sub-tile 256 splats from DRAM 32 splats from SM using hit splats
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Warp-level culling saves significant FLOPs

GFLOP (lower is better)
S P N W + O O

Mip-NeRF 360 Tanks & Temples Deep Blending
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Three contributions

1. Warp-level CU”ing. (+13.57% frame time improvement)
2. Adjusted render batch size.

3. Rearrange data in shared memory.
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% Improved frame time over Faster-GS
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% Improved frame time over Faster-GS
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Three contributions

1. Warp-level cuIIing. (+13.57% frame time improvement)
2. Adjusted render batch size. ¥4 (+s.75%)

3. Rearrange data in shared memory.

31



Optimized shared memory structures

128-bit 64-bit 96-bit 128-bit 128-bit 128-bit

4D float 2D float 3D float 4D float 4D float 4D float
|

Conic + Position Color Conic + Position + Color +

Opacity Opacity Bounding Box Padding
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Three contributions

1. Warp-level cuIIing. (+13.57% frame time improvement)
2. Adjusted render batch size. ¥4 (+s.75%)

3. Rearrange data in shared memory. &8 (+5.44%)
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Training works...

But it didn’t change the speed.

Yet...
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