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High-Performance Computing HPCs
Background

The Polaris supercomputer located at the 
Argonne Leadership Computing Facility (#12).

Image Credit: Argonne Leadership Computing Facility

Single node configuration 560 in total).



The Scale of Modern Scientific Simulations

● The largest HPCs can perform over 10^18 
floating-point operations per second 
across tens of thousands of GPUs.

● A single simulation can produce terabytes 
of data per timestep.

● Compute performance has improved 
faster than I/O performance, so writing 
data to disk is the bottleneck.

● In practice, scientists are only able to 
analyze a small fraction of simulated 
timesteps. 

Background

The ExaSky cosmological simulation tracks trillions of tracer 
particles representing dark matter, computing their mutual 

gravitational attraction in an expanding spacetime.

Image Credit: Oak Ridge National Laboratory



“In Situˮ Analysis and Visualization

● In situ analysis processes data while the 
simulation runs, in the same memory 
space, instead of writing raw data to disk 
for later analysis.

● This largely addresses the I/O bottleneck: 
summary statistics and rendered images 
are orders of magnitude smaller than the 
raw data they summarize.

● Ascent is a production in situ framework 
designed for easy integration with existing 
simulation codes. Itʼs designed to leverage 
the same HPC resources as a running 
simulation.

Background

Ascent-rendered image from a simulation of an 
idealized inertial confinement fusion implosion 
that used 16,384 GPUs across 4,096 nodes of 

the Sierra HPC (#2).

Image Credit: https://data-science.llnl.gov/latest/news/successful-simulation-visualization-coupling-proves-power-sierra



Possible Solution: 3D Gaussian Splatting 3DGS
Background

Image Credit: https://huggingface.co/blog/gaussian-splatting
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Existing Frameworks For Distributed 3DGS
Motivation

Image Credit: https://github.com/nyu-systems/Grendel-GS/blob/main/assets/teaser.png

● Designed for reconstruction 
of large outdoor scenes.

● Train a single, global model.

Teaser image from the GrendelGS paper.



All-to-All Communication Doesnʼt Scale Well For HPC
Motivation

Image Credits: Argonne Leadership Computing Facility

Node 0 Node N

● Overhead grows with the number of GPUs that have to communicate.

● Network latency is an order of magnitude slower than NVLink.

● Exacerbated by data transfer (e.g. moving Gaussians around).

Communication:
Message Passing / Data Transfer



Can We Borrow Existing DVR Techniques to Train 3DGS?
Method

Decomposed Domains
Magenta Ghost Cells)

GPU 0

GPU 1

GPU 2

GPU 3

Individual Rendering
Spatially Corrected)

Distributed Sort-Last 
Compositing



Our Approach for Training Distributed 3DGS Models
Method



Compositing Artifacts Along Shared Boundaries
Method

Ground Truth Render Composited Render
Without Clipping) 



Ray AABB Intersection and Per-Fragment Rejection
Method



Compositing With Fragment Clipping
Method

Blunt Fin is a worst case scenario due to size: 25612864 voxels

Ground Truth Render Composited Render
With Fragment Clipping) 



Comparison vs SOTA

● GrendelGS and RetinaGS have 
communication overhead that 
grows with GPU count, leading to 
degraded performance beyond 64 
GPUs.

● Our communication-free training 
approach maintains near-ideal 
weak scaling to 256 GPUs.

● Markov Chain Monte Carlo 
MCMC) trains faster than GS, in 
exchange for less PSNR.

Results



Training Strategy Differences: GS vs MCMC

MCMC outputs are significantly smaller (up to 161x) in exchange for 810 less PSNR.

Results



Open Scientific Volume Datasets at 128 Domains
Results



Leveraging Temporal Fine-Tuning to Accelerate Training
● Each timestep initializes from the previous timestep's trained model and fine-tunes for only 10 

to 20 percent of the original iterations.

● On the Johns Hopkins Turbulence JHT) dataset, this cuts per-timestep training time by up to 
84% while holding above 35 dB PSNR.

Method



Temporal Fine-Tuning Results
Results

Johns Hopkins Turbulence dataset 2048  512  1536, 6.0 GB / timestep) trained using 128 
GPUs on the Polaris supercomputer. Temporal fine-tuning achieves a ∼4.5x training speedup 

9.3 vs 2.1 min) while maintaining high fidelity 35 dB.



Limitations and Future Work
Discussion

● The distributed modelʼs size scales linearly with the domain count.
○ Would be greatly alleviated by using alternative Gaussian representations, i.e. Volume Encoding 

Gaussians

● Training time at scale is great relative to SOTA, but prohibitively bad in the context of in situ.
○ Scientists (probably) wonʼt be willing to spend 7 minutes to train these models in-between timesteps

● Much faster approaches for distributed compositing exist.
○ Ascentʼs compositor, bespoke data-parallel 3DGS renderer

● No global model: subdomain models cannot be concatenated into one 3DGS model without reintroducing 
boundary overlap.
○ Could theoretically achieve a single model by doing concatenating two models at a time, fine tuning to 

fix the boundaries, and repeating until you have a single model.



Questions

Get in touch: sewellandres@gmail.com


