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The Problem
3D Gaussian Splatting (3DGS) represents scenes with
millions of primitives, each with position, shape, and
appearance parameters. This creates significant storage and
rendering bottlenecks.
Existing compression uses entropy coding:

✗ Variable bits per primitive
✗ No random access to individual primitives
✗ Must decompress everything before rendering
✗ Cannot exploit GPU parallelism during rendering

Two approaches for 3DGS compression: (a) fixed bits/primitive enables
random access; (b) entropy coding produces variable bits and blocks

random access.
Key gap: 3DGS rendering needs random access to
individual primitives, but entropy-coded compression
requires sequential decoding, incompatible with GPU
parallel execution.

GPU Texture Compression: A Model to
Follow
Modern GPUs already solve an analogous problem for
graphics textures using BCx (Direct3D) and ASTC
(Khronos):

Texture compression compresses N×N texel blocks to a fixed number of
bytes, enabling O(1) random access and wide-scale parallel decoding on

GPU.

Why this works:
✓ Fixed bits/block ⇒ address = index × block size
✓ No shared codebook ⇒ no memory contention
✓ Block Truncation Coding (BTC): all info within the block
✓ Dedicated hardware decoders in every modern GPU

BTC compresses a block of N pixels to a fixed bit count using two
reference color vectors and per-pixel interpolation indices. No external

codebook needed.
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Apply same philosophy

You can compress 3DGS appearance data using the same
BCx/ASTC hardware block formats already in every GPU;
reordering primitives by color similarity before compression
dramatically improves quality at the same byte budget.

Reordering Is Free for 3DGS
Reordering pixels into a more block-compressible arrangement
destroys a 2D image, which relies on implicit spatial structure.
Since Gaussian Splatting already keeps a buffer pointing at
each element, primitives can be freely reordered at no cost.

Parallel Decoding, Rendering & LOD
Each GPU thread independently fetches and decodes only the
primitives it needs. Fixed-size blocks enable O(1) random
access with no sequential dependency, analogous to texture
decompression today.
Render-time sorting for alpha blending is unchanged; only the
stored data is reordered.
Level-of-detail (LOD) support:

✓ Position & shape stored separately from appearance, so
the GPU culls non-visible primitives without touching
appearance data

✓ Appearance split into multiple fixed-bit bitstreams,
enabling native LOD streaming for large scenes

Flexible Primitive Grouping Schemes
Spherical harmonics (SH) coefficients dominate parameter
count (>80% of total). We compress them by grouping
primitives into 4×4 RGB blocks compatible with
BCx/ASTC hardware.

Scheme A: 16 SH RGB vectors from one primitive → one 4×4 block.
Highest quality; largest bit budget.

Scheme B: 64 SH RGB vectors from four primitives → four 4×4 blocks.
Similar primitives share a block.

Scheme C: Reduced SH — 16 vectors from four primitives → one block.
For low view-dependent color variation.

Scheme D: Diffuse component (dc) only — one RGB vector from 16
primitives → one block. Maximum compression.

Primitives are reordered once at compression time (by
color similarity) to improve block coding efficiency.
Render-time sorting for alpha blending remains un-
changed.

Results: PSNR vs. Bytes per Primitive
Method Bicycle Bonsai Garden Bytes
Floating point (ref.) — — — 196
Quantized 8-bit 46.201 50.171 48.922 48
BC1, 16 SH in 4×4 23.402 24.968 20.078 8
BC7, 16 SH in 4×4 28.364 32.251 27.020 16
BC7 4 SH + BC1 rest (unsorted) 29.536 30.913 29.128 10
BC7 4 SH + BC1 rest (sorted) 33.000 37.176 33.053 10
BC1 dc + BC1 rest (unsorted) 24.402 22.692 22.821 8.5
BC1 dc + BC1 rest (sorted) 34.598 38.972 36.449 8.5
BC7 dc + BC1 rest (unsorted) 30.523 28.545 28.453 9
BC7 dc + BC1 rest (sorted) 37.992 40.054 37.941 9
BC7 dc + BC7 rest (unsorted) 31.096 28.688 28.822 17
BC7 dc + BC7 rest (sorted) 42.347 44.519 42.730 17

PSNR (dB) averaged over 25 rendered views; dc = diffuse component
(SH band 0); reordering groups similar primitives before compression.

Future Work & Open Questions
➤ Sort-free rendering — especially well-suited to

sort-free 3DGS variants that avoid per-frame primitive
sorting

➤ Textured Gaussians — extending to primitives with
per-primitive texture maps

➤ Large-scale scenes — efficient LOD streaming for
city-scale 3DGS models
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